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Community Contributions

THE COMPUTER FAILURE DATA REPOSITORY IETF PARALLEL NFS (pNFS) STANDARDS
 Goal: to collect and make available failure data from a large variety of sites From: “Spencer Shepler” <Spencer.Shepler@Sun.COM>
 Better understanding of the characteristics of failures in the real world Date: March 12, 2008 1:01:39 PM GMT-04:00

P : To: “NFSv4” <nfsv4@ietf.org>
* Now maintained by USENIX at ctdr.usenix.org/ Subject: [nfsv4] NFSv4.1 I-D last call complete — next steps

www.pdsi-scidac.org

NAME SYSTEM TYPE | SYSTEM SIZE |TIME PERIOD[TYPE OF DATA As of last Friday, the NFSv4.1 I-D last call ended.

Los Alamos | 22 HPC clusters | 5000 nodes 9 vears Any node Once we have the March 21st version, the NFSv4.1 I-D will then start to make
y outage its way through the rest of the IETF review and approval process.

EST.1943

765 nodes As a brief summary of the process, the doc_ument goes through reviews by

Criisvese | THPCcluster 3,400 disks S years Hardware! our Area Director, after that it moves to review by the various

cEon T E R d?s,rk \:jvfil\r,z area directorates, |IANA, etc. We will also _have a expert review done given
the scope of the I-D and its subject material. Once we are through all of that,

3 storage, o
9 >10,000 nodes |1 v 5 v replacements it will move through IETF last call.

1 Internet service,

Various HPC sites many HPC >100,000 disks

Clusters Our AD suggested that if things progress well we should have full approval

Pacific Northwest MPP2 svstem Hardware he Novem rIETEm ina.
Natona aboratory | e S ST | 980 nodes 4yrs trilures by the Novembe eeting
Spencer

U.S. Department of Energy
A number of £
/O specific

HPC cluster production 5 years . nfsv4 mailing list
failures

systems nfsv4d@ietf.org
https://www.ietf.org/mailman/listinfo/nfsv4

Internet Multiple 1 mth Hardware
services cluster |distributed sites failures

Warranty NEWEST TRACE DATA, REDSTORM, SANDIA NAT’L LAB
Internet - Multiple 20 mths | S€rvice log of A physics simulation problem for a common Sandia application, Alegra
services cluster distributed sites hardware » Runs were performed alongside regular user runs
ntermnet Large external Aggregate  Each run generated 4 restart dumps, and ran for 20 simulation cycles
COM'3 | services cluster | Storage Lyr  |quarterly stats  Both single core per node, and 2 core (virtual node mode) per node
system of disk failures

Jaguar « Repeated with and without tracing enabled

SUPERCOMPUTING FILE SYSTEMS STATISTICS DATABASE * The single core per node jobs ran at a client size of 2744 processes
& Lustre » To facilitate worldwide data collection of static file tree attributes * Non-tracing elapsed run time 10:42 minutes

« Aggregate collected data into a large, public, shared database * Tracing elapsed run time 11:07 minutes
 Available at www.pdsi-scidac.org/fsstats * The 2 core per node jobs ran at 2916 nodes, 5832 processes.
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Recurring Community Events
HEC FSIO 07 August

HEC FSIO R&D Workshop/HECURA FSIO PI Meeting '07 AGENDA

Supercomputing '07 FAST '08 February

Petascale Data Storaﬂe Worksho

Workshop Location: National Science Foundation, Arlington, VA Session Chair: Garth Gibson, U
Session Presenter/Chair Session Presenter/Chair Sunday, November 11, 2007 Wed neslday' February 27' 2008 = '
g0 e 81773007 Sunday, Nover , N ovem b er Petascale Data Storage BoF Session at FAST '08
Welcome Review of HEC FSIO 06 Gary Grider, LANL Improving Scalability in Parallel ~ Walt Ligon, Clemson
outcomes, F 2007 Workshop File Systems for High End Organizer: Garth Gibson, Carnegie Mellon University and Panasas

- - Overview Computing WORKSHOP ABSTRACT Co-organizers: Peter Honeyman, U. Michigan/CITI; Darrell Long, U.C. Santa Cruz; Gary Grider, Los

I Welcome from NSF Almadena Chtchelkanova, NSF The Server-Push 1/0 Architecture Xian-He Sun, Illinois Tech Petascale computing infrastructures make petascale demands on information storage capacity, performance, concurrency, reliability, availability, Alamos NL; Lee Ward, Sandia NL; Evan Felix, Pacific Northwestern NL; Phil Roth, Oak Ridge NL; Bill

I h t n I n NSF Vision Jeannette Wing, NSF for High End Computing and manageability. The last decade has shown that parallel file systems can barely keep pace with high performance computing along these Kramer, Lawrence Berkeley NL

Research Session 1 QoS Lee Ward, Sandia Bill Loewe, Active Storage Networks for High John Chandy, U Conn dimensions; this poses a critical challenge when near-future petascale requirements are considered. This recurring one-day workshop focuses on . . . . . .
LLNL End Computing the data storage problems and emerging solutions found in petascale scientific computing environments, with special attention to issues in which Th? Pe}"’llsgale Dhatﬁ St%r_age_ InSt]'(tUte.'S.‘ . DOEr'}fun%eﬂ collaborfadtlon of three ?mversmes. and five
S:aalgtg/leofF :re:;\éi;lz S:a;:;t;; for Tzi-Cker Chiueh, Suny Activ-e D_a_ta systems A.L. Narasimha Reddy, TAMU (S:Egr:gl?gtgl sollaboration can be crucial, problem identification, workload capture, solution interoperability, standards with community buy-in, and _ggg?;t?ngainstl\?gtpettae-gp éer;g\éﬁsopgpgggggg%ot e?(g_oeé) eerg%gisope??eitgr:ggaendo{/v%?l?ﬁ;ttlgv% ;l}(/jsiﬁren?esolut_iqn of these challenges
Applicability of Object-Based Pete Wyckoff, OSU in the community as a whole. An important part of our agenda is outreach to other researchers and practitioners to share our

Storage Systems

Storage Devices in Parallel File resources and gather better understanding of the petascale issues ahead from all.
End-to-End Performance Scott Brandt, UCSC Systems>/a>

Management for Large

Petascale Data Storage Workshop Introduction SESSION llI: Scalable Behaviors
Garth Gibson

& PanFS

In this BOF we will:

Open review of gaps/progress Lee Ward, Sanida Steve Poole, .
1) Introduce the Petascale Data Storage Institute (PDSI),

Distributed Storage ORNL Henry Monti (presenter), Ali R. Butt, Sudharshan S. Vazhkudai, Virginia

www.pdsi-scidac.org/SC07/

. Tech “ ; . .
o Open review of gaps/progress _ Lee Ward, Sandia Bill Loewe, SGDAC PDSI Garth Gibson,CMU SESSION I: Scalable Systems A Result-Data Offloading Service for HPC Centers : 2) Advertise PDSI gathered and released sources of useful data, including
LLNL Research Session 6 Next Rob Ross. ANL Jonn Bent. LANL E. Krevat (presenter), V. Vasudevan, A. Phanishayee, D. Andersen, G. Paper / Slides / Poster - data sets of node and storage failures in large scale computing
L ANL 1SSDM and TRPIT Gary Grider, LANL R rehtonsres ) : Ganger, G. Gibson, S. Seshan, Carnegie Mellon University ) Philip Roth (presenter), Oak Ridge National Laboratory w - file access traces of non-trivial petascale computing applications
\ LANL New Data Available James Nunez, LANL (small unaliged 1/0) 8&Q2E§:§fg§g?£&pg@?§E%S to Avoiding TCP Throughput Collapse in Characterizing the 11O Behavior of Scientific Applications on the Cray XT 3 -Sz_ollectmns of file syft?ms statistics gathg[red f{on(; [zetatscale comtputlng S)ésteml_s a?d other jystems,
Research Session 2 Evan Felix, PNL John Bent, LANL  Application-adaptive 1/0 Stack  Xiaosong Ma, NCSU Paper / Slides / Poster Paper / Slides / Poster > 43 Looal>> fggr'fﬁggﬂsssi o of those andl oihor s ee or | grrgg‘z e %rg;asrt‘orggg 'S‘;);is{g'r}]sé an
o Measurement, Understadning, for Data-intensive Scientific Lei Chai, Xiangyong Ouyang, Ranjit Noronha (presenter) and Andrew Konwinski (presenter), John Bent, Meghan Quist, James Nunez, m
Cache Mgmt Computing Dhabaleswar IgyPa%da vang. ran P Los Alamos National Laboratory
File System Tracing, Replaying,  Erez Zadok, SUNY Concurrent I/O Management for  Kai Shen, U of Rochester Ohio State University A Universal Taxonomy for Categorizing Tracing Frameworks \ PRESENTATIONS
U) Profiling, and Analysis on HEC Cluster-based Parallel Storage pNFS/PVFS2 over InfiniBand: Early Experiences Paper / Slides / Poster
h Systems . - . Scalable I/O Middleware and File Alok Choudhary, Northwestern Paper / Slides Ann L. Chervenak (presenter), Robert Schuler, USC Information Sciences m PDSI FAST 2008 BOF Introduction - Garth Gibson. CMU
| Memory caching and prefetching Xiaodong Zhang, OSU System Optimizations for HEC Brent Welch (presenter), Panasas, Inc. Klgletl?;ePlacement Service for Petascale Applications | ’
U Open review of gaps/progress  Evan Felix, PNL John Bent., LANL Open review of gaps/progress  Rob Ross, ANL John Bent, LANL Q;%%rra/tescliids‘glsstem Models for Reliable Petascale Storage Systems Paper / Slides o The Computer Failure Data Repository (CFDR) - Bianca Schroeder, University of Toronto
m Research Session 3 Metadata EXII\)ILROSS’ ANL James Nunez, Research Session 7 Management Steve Poole, ORNL Evan Felix,
and RAS PNL Peter Braam, Byron Neitzel (presenter), Sun/Cluster File Systems SHORT ANNOUNCEMENTS ] - fina : .
Petascale 1/0O for High End Karsten Schwan, GA Tech Toward Automated Problem Priya Narasimhan, CMU Scalable Locking and Recovery for Network File Systems U File System Statistics - Shobhit Dayal, CMU, Garth Gibson, CMU, Marc Unangst, Panasas
: Computing ) ’ Paper / Slides Henry Newman, Instrumental Inc. -- Error Management and Storage
Techniques for Streaming e Martin Farach-Colton. Rutgers gnatlys's of Large Scale Storage DOSTER SESSION 1 . el Reliability in the Data Path m PNNL - Petascale Data Storage Institute Data release Update - Evan Felix, PNNL
- 4 ystems - see info elow
N\ Systems And Databases . . — —— LBNL/NERSC -- Reliability Results of NERSC Systems N _ . .
Formal Failure Analysis for Remazi Arpaci-Dusseau, Wisconsin ) u NERSC Reliability Data - Bill Kramer, Jason Hick, Akbar Mokhtarani, NERSC
Microdata Storage Systems for  Bradley C. Kuszmaul, MIT Storage Systems SESSION II: Scalable Services James Lentini, NetApp -- Status of NFS over RDMA in Linux - —
o H|gh;\End cOmput|ng . _ SNIA QoS etc. Erik Riedel, Seagate éonatr;]an Korgr;\l (pres?nter% \t(i bZhanSg' leil\:/"IOfsca{ifomiaB’ Sagta Céuz ; James Nunez, LANL -- New Failure Data Releases U LANL SciDAC Petascale Data Storage Institute Operational Data Releases - James Nunez, Gary Grider, John Bent,
S,;\M 2 Toolk|td: Scalable and Hong Jiang, U Neb. Lincoln Open review of gaps/progress _ Steve Poole, ORNL Evan Felix, ngg /Ig?i(?:s avigating Petabyte Scale File Systems Based on Facets Bianca Schroeder, U, of Toronto & CMU — Computer Failure Data HB Chen, Meghan Quist, Alfred Torrez, Los Alamos National Lab
m Adaptive Metadata Management PNL 3 U - (n
) ) . ) . . Repository . .
n for High End Computing Posters for all Day 2 talks EQ%%E!S/MZﬁEE(BrﬁiZ?Qﬁ?' Garth A. Gibson, Sam Lang, Milo Polte, Evan Felix. PNNL . festats Data Rel I Ceph: An Open-Source Petabyte-Scale File System - Ethan Miller, Storage Systems Research Center, UCSanta Cruz
— Open review of gaps/progress Rob Ross, ANL James Nunez, A L § van Felix, -- Isstats Data Release
P 9aps/prog LANL Wednesday 8/8/2907 GIGA+: Scalable Directories for Shared File Systems . . . - ) ) )
: i ! ! Performance Insulation and Greg Ganger, CMU Paper / Slides / Poster David Brown, PNNL -- Debian Lustre and PVFS Repository (n Special Presentation on HPC User Requirements:
Rese_arch Session 4 Security and  Ellen Salmon, NASA Gary Grider, Predictability For Shared Cluster ] o POSTER SESSION 2 1/0 Requirements for HPC Applications: A User Perspective
((v] Archive LANL Storage D. Bigelow, S. Iyer, T. Kaldewey, R. Pineiro, A. Povzner, S. Brandt, R. u John Shalf, National Energy Research Scientific Computing Center (NERSC), LBNL
Asymmetry in Performance and  Patrick McDaniel, PSU Golding (presenter), T. Wong,C. Maltzahn, Univ. of California, Santa Cruz,
— Security Requirements for 1/0 in ' SciDAC SDM Rob Ross, ANL IBM-Almaden n
: ; End-to-end Performance Management for Scalable Distributed Storage .
m- HEC ZeriormagciM-CJdtte.ls a?d ik Mithuna Thottethodi, Purdue Paper / Slides g g - PDSI POSTER AT THE FAST '08 POSTER SESSION
- - ystems Optimization for Disk-
Integrated Infrastructure for David Du, U of Minn/NSF . . o
m Secure and Efficient Long-Term Bo.und App‘llcatlons . f/li?ti?ﬁnwe" (presenter), Andrew W. Leung, Scott A. Brandt, Carlos ; PDSI Data Releases and Repositories
Data Management Us_mg GPU's for RAID Lge Ward, Sandia Univ. of éalifornia, Santa Cruz
“ Open review of gaps/progress  Ellen Salmon, NASA Gary Grider, Failure Data - an Update Bianca Schroeder, CMU RADOS: A Fast, Scalable, and Reliable Storage Service for Petabyte-
: LANL NERSC Data Available Akbar Mokhtarani, LBNL Isacale S/tglr%ge Clusters
I ) Posters for all Day 1 talks Standards, Update, Brent Welch aper iaes
= Tuesday 8/7/2007 Productization pNFS, OSCv2, and ;
) Use of Xen for Testing File Rob Farber, PNL HEC POSIX POSTER SESSIONS
Systems At Scale NSA ACS Gary Grider, LANL All presented papers and PDSW committee members were invited to bring a poster. The following additional posters were also invited.
Research Session 5 Next Lee Ward, Sandia Steve Poole, Rob Ross, ANL Lee Ward, Sandia

= ADaptable IO System (ADIOS) for Scientific Codes - Jay Lofstead, Scott Klasky, Hasan Abbasi, Karsten Schwan, Georgia Tech
= FlashNode: A Petascale I/0 Architecture Utilizing Flash Memory - Brian Lucas and Guang R. Gao, Dept. ECE, University of Delaware
= A Scalable File Systems Interface for Petascale Storage - SSRC, University of California, Santa Cruz

Generation I/O Architectures ORNL

INS

Deconstructing Clusters for High Douglas Thain, Notre Dame
End Biometrics
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